
UNIVERSITÀ DEGLI STUDI DI BRESCIA

Dipartimento di Ingegneria dell’Informazione

Corso di Laurea in Ingegneria Elettronica e delle

Telecomunicazioni

Anonimizzazione di volti in

immagini e video

Face anonymiser for images and

videos

Tesi di Laurea Triennale

Laureando:

Muhammad Umar Riaz Matricola: 80929

Relatore:

Dott. Sergio Benini

ANNO ACCADEMICO 20012/2013



ABSTRACT

In this work we have implemented face anonymisation in images and

videos. Initially we have tried to explain Viola Jones algorithm for face

detection, focusing particularly on three specific innovative features of this

algorithm, i.e. "Haar-like features", "integral image" e "Adaboost". It’s the

combination of these features that make this algorithm extremely rapid and

robust. Then we have discussed the implementation details of Viola - Jones

algorithm along with the testing of the proposed solution on two di�erent

databases, in order to determine the best parameters of the function used in

the implementation process and to evaluate the e�ciency of the proposed

solution. And then, finally we have implemented the face anonymisation

on images and videos by applying a blurring e�ect on the detected faces

using two di�erent techniques: a default function taken from a library at our

disposal and a new function proposed by us. Both the techniques have been

implemented on images, as well as on videos.
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COMPENDIO

In questo lavoro abbiamo implementato l’anonimizzazione di volti in

immagini e video. Inizialmente ci siamo concentrati a descrivere l’algoritmo

proposto da Viola - Jones per rilevare facce all’interno di un immagine o

video. Ci siamo focalizzati in particolar modo su tre aspetti innovativi di

quest’algoritmo, ossia "Haar-like features", "integral image" e "Adaboost".

È proprio l’insieme di questi tre aspetti che rende l’algortimo estremamen-

te rapido e robusto. Poi abbiamo realizzato un”implementazione pratica

dell’algortimo di Viola - Jones facendo delle prove su due database diversi, per

determinare i parametri ottimi della funzione usata e per verificare l’e�cienza

dell’algoritmo. Infine abbiamo implementato l’anonimizzazione di volti in

immagini e video. Quest’obiettivo è stato raggiunto introducendo l’e�etto di

"blurring" nelle facce rilevate usando due tecniche diverse: una funzione in

una libreria a dispozione che sfuoca l’immagine e una funzione propria che

rende il volto anonima. Entrambe le tecniche sono state implementate sia su

immagini che su video.
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Introduction

Given an arbitrary image, the goal of face detection is to determine

whether or not there are any faces in the image and, if present, return the

image location and extent of each face [1]. Though the definition of this

problem may seem very simple and intuitive, its implementation is pretty

complicated. There are number of factors, such as scale definition, location,

orientation, pose, facial expression, lightning conditions, occlusions, etc, that

make this problem complex and thus leaving a huge space for researches to

work on.

Objective of the work

The objective of face detection is to locate the face coordinates in the

input image or video frame. The achievement of this goal is of fundamental

importance for many other computer vision fields, such as face recognition,

face localisation, facial feature detection, face tracking, face expression

recognition, etc, as it constitutes the base of all these applications. These

face processing techniques lately have gained a very high research interest

because of this ever changing world we live in, where security has become

one of the most important aspects of our lives.

Among many di�erent computer vision systems in which face detection can

find its implementation, the most notable ones are:

1. Video communication. Faces can be detected and then compressed
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at a lower compression rate than the background, giving a higher-quality

user experience with fixed bandwidth;

2. Super video compression. After detecting a face the face can be

matched with several pre-recorded faces of the speaker and then the

chosen face index transmitted and displayed, resulting in an acceptable

video experience using almost no bandwidth;

3. Video surveillance. Detected faces can be tracked in order to deter-

mine when a person has entered an area of interest;

4. Responsive user interface. A device may execute some prepro-

grammed behaviour when a face is detected;

5. Video-augmented speech understanding. Speech understanding

can be made easier by detecting and then tracking face movements

to determine which of several similar-sounding phonemes was actually

being pronounced;

6. Intelligent autofocus. Once a face is detected, a camera?s focus can

be adjusted to bring the face into better focus;

7. Anonymisation of faces. Once a face is detected it can be blurred

so that the privacy of an individual won’t be violated. One of the most

prominent example of the application of face blurring can be found in

google maps - street view.

In this work, we focus on this last application by going through the whole

theoretical and practical details that help us implement it.

Structure of the document

This document is divided in three chapters. In the first chapter Viola-

Jones face detection algorithm has been explained. We have tried to give
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a particular focus on some specific features introduced by Viola and Jones,

such as "Haar-like features", "integral image" and "Adaboost", as it’s the

combination of these features that make this algorithm robust and extremely

rapid in detecting faces. In the second chapter we have discussed implemen-

tation details of Viola-Jones algorithm along with the testing of the proposed

solution on two di�erent databases: CMU VASC image database [2], which

due to its low number of images presents a certain limitation on defining

results, and a much larger database called Bao face database [3]. In the

third chapter we have explained the implementation of face anonymisation

on images and videos, using two di�erent techniques, i.e by using a default

function already on our disposal and by proposing and setting up a new

function of our own.



Chapter 1

Viola-Jones Face Detection

Introduction

In this chapter we will explain Viola Jones algorithm for face detection. In

order to have a look on the whole panorama of face detection process, we

will go through various aspects of this algorithm, focusing particularly on

certain specific features that make this algorithm so successful.

1.1 A bit of history

During the past few decades hundreds of di�erent approaches had been

used to implement face detection. These approaches or methods, each with

its own particular flaws and plus points, can be grouped into four major

categories.

1. Knowledge-based methods [4]: pre-defined rules are applied to deter-

mine a face, based on human-knowledge;

2. Feature-based methods [5, 6, 7]: aimed to find invariant face structure

features, using statistical models, that are robust to pose and lightning

variations;

3. Template matching methods [8, 9]: pre-stored face templates are used

4
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to judge if an image is a face;

4. Appearance-based methods [10, 11]: statistical analysis and machine

learning techniques are used to perform face detection;

Among these di�erent approaches, appearance-based methods are the most

successful ones. The general idea on which these methods are based on is

to collect a large set of resized (e.g. 19 ◊ 19, 20 ◊ 20, 22 ◊ 20 or 32 ◊ 32)

face and non face images and learn a classifier to discriminate them. Then,

given an arbitrary image, faces are detected by applying the classifier at each

position and scale of the image.

Starting from 1973 when the first automated system was introduced by

Kanade [12], number of attempts had been made to implement face detection

using di�erent approaches mentioned before. In particular, over the years a

lot of progress had been done in appearance-based methods thanks to the

contributions of Sung & Poggio [13], Rowley et al. [10], Schneiderman et

al. [14] and Yang et al [15]. The algorithms introduced by these researchers

worked well in detecting faces but were too slow for real-time operations (at

least several seconds per image). It’s in 2001 that a major breakthrough

came when Paul Viola and Micheal Jones published a paper [7] in which they

introduced a face detection framework, which was able to detect faces at 15

frames per second on 384 by 288 pixel images. Viola-Jones algorithm was

the turning point as far as the real-time face detection field is concerned, as

it opened the doors for lots of opportunities for the researchers to implement

this technique in a whole bunch of di�erent information-tecnology areas.

Face detection is now a default feature for almost every digital camera and

cell phone in the market. Even if these devices may not be using Viola-Jones

method directly, the algorithms implemented in these modern devices have

certainly been influenced by their work.



1.2 Viola Jones algorithm 6

1.2 Viola Jones algorithm

The face detection framework, introduced by Viola and Jones in 2001,

had a great success thanks to its capability of processing images extremely

rapidly while achieving high detection rates. This framework is based on Haar

Cascades. A Haar Cascade is a cascade of simple rectangular features called

"Haar-like features" that are combined to form a classifier. These features

can be computed very e�ciently using an alternative image representation

called the "integral image". The learning algorithm used in this framework is

a variant of AdaBoost, which selects a small number of critical features from

a huge library of potential features and then trains the classifiers. A face

is detected by a scanning square window at di�erent locations and scales.

Every window created in this way is processed by the Viola-Jones detector

and classified either as a face or not. Most of these windows will be discarded

at an early stage since they do not contain a face and hence avoid spending

valuable processing time. The combination of weak classifiers1 in a cascade

form a strong classifier. If one of the weak feature fails, meaning classifying

the window as not containing a face, the whole cascade is terminated with a

negative result.

In the next section insights on important details of the algorithm will be

presented.

1.2.1 Haar-Like Features

Haar-like features are rectangular digital image features that get their

name from their similarity to Haar-wavelets [16]. Haar wavelets are single-

wavelength square wave, which in two dimensions consists of adjacent rectan-

gles - one light and one dark. The rectangular features used by Viola & Jones

are not true Haar wavelets, as they contain other rectangle combinations as

well. Because of this di�erence, these features are called Haar-like features.
1
a single classifier with only one feature is called a weak classifier
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There are three kinds of features used originally by Viola and Jones: "two-

rectangle feature", "three-rectangle feature" and "four-rectangle feature",

which can be seen in Figure 1.1. The value of a feature is defined as the

di�erence between the sums of pixel intensities in the white region and the

sums of the pixel intensities in the grey region. If the di�erence exceeds some

threshold the feature is said to be present.

Figure 1.1: Two-rectangle features are shown in (A) and (B). Figure (C) shows a
three-rectangle feature, and (D) a four-rectangle feature.

Working with individual pixel intensities is computationally expensive, so

these features provide a method, called "integral image", for encoding image

properties in a form that can be computed much more quickly.

1.2.2 Integral Image

Viola and Jones used an image representation called "Integral Image",

also known as "summed area table", in order to determine the presence or

absence of hundreds of Haar-like features at every image location and at

several scales e�ciently. In general, "integrating" means adding small units

together. In this case, the small units are pixel values. The integral value
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for each pixel is the sum of all the pixels above it and to its left, as shown in

Figure 1.2. Formally it can be defined as:

ii(x, y) =
ÿ

x

ÕÆx,yÆy

Õ
i(xÕ

, y

Õ)

where ii(x, y) is the integral image and i(x, y) is the original image intensity.

Figure 1.2: The value of the integral image at point (x,y) is the sum of all the
pixels above and to the left.

Figure 1.3: The sum of pixel values in rectangle D is (x4,y4)-(x2,y2)-
(x3,y3)+(x1,y1).

In Figure 1.3 A+B+C+D is the Integral Image’s value at location 4, A+B is

the value at location 2, A+C is the value at location 3, and A is the value at

location 1. In order to find the summed value of a rectangle that doesn’t

have one corner at the upper left of the image, for instance D, the values of
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the sums in rectangles A+B and A+C has to be subtracted from the sum of

pixel values in the combined A+B+C+D. After that the sum of pixel values

in A is added to the result obtained previously. Thanks to Integral Image

this whole procedure can be done simply by performing just three integer

operations, using only four memory references:

D = (x4,y4)-(x2,y2)-(x3,y3)+(x1,y1)

The integral image representation of any image under elaboration has to be

computed only once in the beginning. After that the operations necessary

to extract a feature becomes very simple and fast. For example it can

compute block subtraction to find out the presence of a two-rectangle Haar

feature with just six memory references. While three and four-rectangle

Haar-like features need eight and nine memory references, respectively. This

computational advantage obtained by the use of integral image makes the

calculation of a Haar-like feature possible in constant time.

1.2.3 Feature Selection

The number of Haar-like features in any sub-window is so large that in

a 24 by 24 pixel window it even exceeds the number of pixels present in

the window. The learning process must exclude a large majority of these

available features, not only to have a fast classification but also because of

the fact that a small number of these features would be enough to have an

e�ective classifier.

There are many di�erent types of machine-learning techniques that can be

used to perform this selection of critical features and then train the classifi-

cation function. The Viola-Jones method uses a variation of the AdaBoost

algorithm [17], proposed by Freund and Schapire in 1995. This algorithm

creates strong classifiers by combining the set of weighted combination of

weak classifiers and then selecting the most successful ones. A single classifier
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is called a weak classifier because of its low accuracy, i.e barely more than

50%. In its original form several features are combined to have an e�ective

classification function but Viola and Jones modified this part of AdaBoost

algorithm by associating only one Haar-like feature with each weak classifier.

Figure 1.4: Learning procedure. (a) Learning data. (b) First classifier. (c) Second
classifier. (d) Third classifier. (e) Final strong classifier.

Learning details

Learning procedure consists in trying out multiple weak classifiers over several

rounds. In each round the best weak classifier, i.e. the weak classifier that

achieves the lowest weighted training error, is selected and then the weights of

training examples misclassified by this weak learner are raised. Final classifier

is computed as linear combinations of all weak learners. For instance lets

suppose that there are three stages in a learning process, i.e. there are three

weak classifiers that would combine to make a strong classifier. In the first

stage the training data (Figure 1.4 - a) is classified by a best weak classifier,

which eventually raises the weight of misclassified training examples (Figure
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1.4 - b). After that training data goes through another classifying round

by another best weak classifier, with subsequent reweighing of misclassified

training examples (Figure 1.4 - c). The same thing is done again in the third

round (Figure 1.4 - d). In the end all the three weak classifiers are combined

to form a strong final classifier (Figure 1.4 - e).

1.2.4 Attentional Cascade

The use of attentional cascade for combining successively classifiers is one

of the most innovative aspect of Viola-Jones method. The basic idea behind

this approach is to focus the attention on the promising regions in an image

while discarding rapidly the overwhelming majority of negative sub-windows.

The early stages of this cascade consists of the classifiers trained by adjusting

AdaBoost in a way to favour high false-positive rate, rejecting most of the

negative sub-windows while detecting almost all positive sub-windows. Only

a positive response from the first classifier triggers the evaluation of a second

classifier, and so on.

Figure 1.5: Visual depiction of the attentional cascade.

The complexity of classifiers increase progressively to further reduce overall

false-positive rates. The number of sub-windows reduce radically after several
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stages of processing due to the fact that a negative outcome at any stage of

the cascade leads to an immediate rejection of the sub-window. Only those

sub-windows which are able to go through the whole cascade without being

rejected are considered to have a face. A visual representation of how the

whole process works can be seen in Figure 1.5.

Conclusion

In this chapter we explained basic features of Viola Jones algorithm and how

it works. Now we will proceed to understand the implementation of this

algorithm and its testing on two di�erent databases.



Chapter 2

Proposed Solution and Tests

Introduction

There are lots of programs and libraries available to elaborate images and

videos, but among all these the OpenCV [18] library stands out, as it had a

great success thanks to its comprehensive and e�cient implementation.

OpenCV (Open Source Computer Vision) is an open library containing more

than 2500 optimised algorithms for the image and video analysis. Since its

introduction in 1999, it has been largely adopted as the primary development

tool by the community of researchers and developers in computer vision.

It was digitally developed at Intel by a team led by Gary Bradski as an

initiative to advance research in vision and promote the development of rich,

vision-based CPU-intensive applications.

OpenCV contains the extended realisation of the Viola-Jones object detection

algorithm supporting Haar-like features. In this work we have tested cascade

for the frontal face detection (haarcascade_frontalface_alt), included by

default in OpenCV, on two di�erent databases: CMU VASC image database

[2] and Bao face database [3], for a total number of 42 and 221 test images

respectively.

The function that implements this frontal face detection has various pa-

rameters. In order to evaluate the accuracy and e�ciency of Viola Jones

13
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algorithm, we have modified these parameters to see how the outcome of the

experiments change.

2.1 Implementation

OpenCV provides following function to implement frontal face detection :

void CascadeClassifier::detectMultiScale(const Mat image, vector<Rect>

objects, double scaleFactor, int minNeighbors, int flags, Size minSize, Size

maxSize)

The detectMultiScale function scans the input image to detect objects at dif-

ferent scales. CascadeClassifier is a Haar classifier cascade, loaded from XML

file using Load(), which determines the specific object that we want to detect.

In our case we loaded haarcascade_frontalface_alt.xml file, which is a Haar

classifier cascade that perform frontal face detection. The detected faces are

returned as a list of rectangles. Parameters present in the detectMultiScale()

function are explained below:

1. image. Matrix of the type CV_8U1 containing an image where objects

are detected;

2. objects. Vector of rectangles where each rectangle contains the detected

object;

3. scaleFactor. Parameter specifying how much the image size is reduced

at each image scale;

4. minNeighbors. Parameter specifying how many neighbors each candi-

date rectangle should have to retain it. In other words, it’s a threshold

that sets the cuto� level for discarding or keeping rectangle groups

based on how many raw detections are in the group. Setting this to

the default value ’3’ indicates that a face is considered to be present
1
an image with 8bit/pixel
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in a location if there are at least three overlapping detections. If this

parameter is set to 0, OpenCV will return the complete list of raw

detections from the Haar classifier, as showed in Figure 2.1;

Figure 2.1: Setting the minNeighbor parameter to 0 all raw detections are shown
in the output.

5. flags. Parameter with four valid settings, which can be combined with

the boolean OR operator:

(a) The first is CV_HAAR_DO_CANNY_PRUNING. Setting flags

to this value causes flat regions(no lines) to be skipped by the

classifier.

(b) The second possible flag is CV_HAAR_SCALE_IMAGE, which

tells the algorithm to scale the image rather than the detector

(this can yield some performance advantages in terms of how

memory and cache are used).

(c) The next flag option, CV_HAAR_FIND_BIGGEST_OBJECT,

tells OpenCV to return only the largest object found (hence the

number of objects returned will be either one or none).

(d) The final flag is CV_HAAR_DO_ROUGH_SEARCH, which is

used only with CV_HAAR_FIND_BIGGEST_OBJECT. This

flag is used to terminate the search at whatever scale the first
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candidate is found (with enough neighbors to be considered a

“hit”).

6. minSize. Minimum possible object size. Objects smaller than that are

ignored;

7. maxSize. Maximum possible object size. Objects larger than that are

ignored.

2.2 Testing

In order to define results of experiments on any database, usually following

four parameters are used:

1. True positive - correctly identified, i.e. detecting a face that’s present;

2. True negative - correctly rejected, i.e. not detecting a face that’s not

present;

3. False positive - incorrectly identified, i.e. detecting a face when there

is none;

4. False negative - incorrectly rejected, i.e. not detecting a face that’s

present.

In our testing and evaluation of results we didn’t use "True negative" param-

eter, as in each image there would be a large number of cases where a face is

not detected when it’s not present and calculating its value wouldn’t help us

either in our evaluation of results.

2.2.1 First test

The first set of images used for the testing purposes are provided by the

CMU VASC image database [2]. Examples of images of this database are

given in Figure 2.2. This database contains 42 grayscale images with a total
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of 166 faces. These images are of di�erent sizes containing people of di�erent

age groups, with random locations.

Figure 2.2: Images on the left side are subject to the face detection and images
on the right side represent the corresponding results. In the image on
the right bottom one of the faces hasn’t been detected probably due
to presence of hair in front of the face.

Default values of parameters scaleFactor and minNeighbors are 1.2 and

3 respectively. In order to determine if these are the best values that would

give best results, we modified these default values and then did testing on

the above mentioned database. For example setting the scaleFactor value

to 3, instead of 1.2, the algorithm detects only 54 faces correctly with 112

false negatives and 0 false positive. Whereas setting the minNeighbors value

to 10, instead of 3, the algorithm detects 106 faces correctly with 60 false

negatives and 0 false positive. All the combinations of parameter values used

during testing process with the relative results are shown in Table 2.1.

Results of the experiments show that by increasing the value of scaleFactor

and minNeighbors, together or separately, we have a high false negative rate.
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scaleFactor

min

Neighbors

Total

number

of faces

True

positives

False

negatives

False

positives

1.2 3 166 141 25 3
3 3 166 54 112 0

1.2 10 166 106 60 0
1.01 3 166 158 8 107
1.2 1 166 145 21 16
3 10 166 11 155 0

1.01 1 166 158 8 242

Table 2.1: Results of experiments to determine the value of parameters that would
give best results.

While the decrease in their value gives a high False positive rate. Default

values of these parameters give 141 true positives, 25 false negatives and 3

false positives, which can be considered as the best as changing the parameters

only lowers the success rate, detecting less faces correctly with high false

negative and false positive rates.

Now that we have established the optimal values of the parameters under

consideration, we can proceed and test our algorithm on a larger database

in order to have more convincing evaluation of the results.

2.2.2 Second test on a larger database

The second database used for testing our algorithm is Bao face database

[3]. This database contains 221 color images with a total of 1219 faces. Using

the default values of the parameters, the algorithm proposed detects 1094

faces correctly with 125 false negatives and 17 false positives. Some of the

images from this database, with their relative outputs, are shown in Figure

2.3.
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Figure 2.3: Images on the left side are subject to the face detection and images
on the right side represent the corresponding results.

Results of the testing on Bao face database can be seen in Table 2.2. The

high false negative rate can be justified because of the presence of di�erent

factors, e.g. face orientation, presence of objects such as glasses, cap, etc.

For example in the images shown in Figure 2.4, on the upper image our

algorithm is unable to detect one of the faces due to its particular orientation

while on the lower image one of the faces hasn’t been detected due to the

presence of a hat.

Database

Total

number

of images

Total

number

of faces

Correctly

detected

faces

False

negatives

False

positives

Bao face

database

221 1219 1094 125 17

Table 2.2: Results of testing on Bao Face database.



2.2 Testing 20

Figure 2.4: Examples of false negatives

Conclusion

Testing of our algorithm on two di�erent databases, CMU VASC Image

Database and Bao face database, shows that the algorithm proposed is

e�cient and accurate enough to perform face detection. Now that we have

stabilised that our algorithm is valid, we can proceed to implement the

blurring e�ect on the faces detected. After this first phase of implementing

face blurring on images, the algorithm will be used to implement the same

function on videos.



Chapter 3

Face Anonymisation

Introduction

In this chapter we will anonymise faces present in images and videos by

implementing blurring e�ect on faces detected using the algorithm proposed in

the previous chapter. Among di�erent implementation techniques that can be

used for this purpose, in this work we have implemented face anonymisation

by using default functions provided by OpenCV library and by proposing

and setting up a new function.

3.1 Face anonymisation in images

Once a face is detected in an input image, we can proceed to implement

the blurring e�ect using di�erent techniques.

3.1.1 Using default functions

OpenCV provides di�erent default functions that can be used to blur

an image. In our case we will apply this blurring e�ect only in the region

of interest, that corresponds to the region where face is detected, in order

to obtain the blurring of face. One of the functions that can be used to

implement the idea we have just proposed, could be GaussianBlur. This

21
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function convolves the source image with the specified Gaussian kernel 1

producing a blurring e�ect, which can be seen in Figure 3.1.

Figure 3.1: Face blurring using a default OpenCV function.

Mathematical details

Mathematically a generic 2-D Gaussian filter can be represented as below:

G(x, y) = 1
2fi‡

2 e

≠ x

2+y

2
2‡

2

Since the image is stored as a collection of discrete pixels it is necessary to

produce a discrete approximation of Gaussian filter before performing the

convolution. A graphic representation of this filter can be seen in Figure 3.2.

In theory, the Gaussian distribution is non-zero everywhere, which would

require an infinitely large convolution kernel, but in practice it is e�ectively

zero more than about three standard deviations from the mean value. Thus

the kernel is truncated at this point.
1
A kernel is a matrix of numbers that is used in image convolutions
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Once a suitable kernel has been calculated, Gaussian blurring can be per-

formed using standard convolution methods. The convolution can in fact be

performed fairly quickly since the equation for the 2-D Gaussian filter shown

above is separable into x and y components. Thus the 2-D convolution can

be performed by first convolving with a 1-D Gaussian filter in the x direction,

and then convolving with another 1-D Gaussian filter in the y direction.

Figure 3.2: A graphic representation of a Gaussian filter obtained using Matlab.

Formal representation of GaussianBlur function along with the description

of the parameters, is given below:

void GaussianBlur(InputArray src, OutputArray dst, Size ksize, double

sigmaX, double sigmaY, int borderType)

Parameters

1. src – input image;

2. dst – output image of the same size and type as src;
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3. ksize – Gaussian kernel size. ksize.width and ksize.height can di�er

but they both must be positive and odd;

4. sigmaX – Gaussian kernel standard deviation in X direction;

5. sigmaY – Gaussian kernel standard deviation in Y direction;

6. borderType – pixel extrapolation method.

3.1.2 Proposed blurring function

Figure 3.3: Image on the left side has a block-blurring e�ect implemented using
a manual function. Image on the right side presents a uniform mean
filter blurring.

We can also implement face blurring by proposing a new function of our

own. For example if we divide our region of interest in small blocks and

then for each block calculate the average value of the pixels present in it.

Assigning this average value to each pixel in the corresponding block would

produce a blurring e�ect. The proposed solution is similar to the one used
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in mean filter with the di�erence that we obtain the block-blurring e�ect

instead of a uniform blurring, as shown in Figure 3.3.

3.2 Face anonymisation in videos

Thanks to the characteristics of Viola Jones algorithm that make it so

e�cient and rapid, we can use the same algorithm proposed previously for

detecting faces on images to implement face detection and then blurring on

a video input. The only modification needed in the algorithm would be the

creation of a loop using a "for" cycle which would take a single frame one by

one from a video and then implement the usual face detection and blurring

e�ect, as if it is a single image. In our work the video input used is the one

taken from the video camera of a computer.

3.3 Multi face detection

Both the techniques used for blurring a face, are compatible with detecting

more than one face in an image or a video. An example of the experiments

done for multi face detection can be seen in Figure 3.4.

Figure 3.4: An example of multi face detection.
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3.4 Other e�ects on detected faces

Just for curiosity and entertainment purposes we have applied some

others e�ects on detected faces. Few of the examples of this experimentation

are given below:

Figure 3.5: Cartoon e�ect applied on the detected face.

Figure 3.6: Pencil e�ect applied on the detected face.
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Conclusion

In this chapter we have seen the implementation of face anonymisation on

images and videos by using the blurring e�ect created by default function

provided by OpenCV and by manually creating a new function.



Conclusion

In this work we have discussed the problem related to the anonymisation

of faces in images and videos. This problem has been divided in three

sub-sections, seen and explained separately in three chapters. In the first

chapter we have tried to explain the face detection algorithm, which in our

case was Viola Jones face detection algorithm, from a theoretical point of

view in order to have a better understanding of how the whole process works.

Face detection is the fundamental part of the proposed problem, as the

blurring e�ect can only be applied to the faces when we know where they

are present in an image or a video. Particular focus has been given to some

specific features introduced by Viola and Jones, such as "Haar-like features",

"integral image" and "Adaboost", as it’s the combination of these features

that make the algorithm robust and extremely rapid in detecting faces. In

the second chapter we tried to explain di�erent aspects of the Viola Jones

algorithm from a practical point of view. The proposed solution is applied

on two di�erent databases in order to evaluate the e�ciency and accuracy of

the face detection algorithm. In the third chapter we have explained how

our goal of face anonymisation of faces in images and videos can be achieved

by applying a blurring e�ect on the detected faces. Di�erent approaches has

been introduced to produce the desired blurring e�ect.

28
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Future work

There are di�erent aspects that can be improved in the solution proposed

by us in this work. These improvements can be done, for instance, by making

the algorithm enough robust to get a high face detection rate even in the

presence of the tilted or angled faces in images and videos. Our proposed

solution, now in the present state, is capable of detecting faces only when

there isn’t present any additional object, such as glasses, hats, beard, etc. In

the future work these aspects can be improved in order to have more e�cient

and robust face detection, which will consequently improve the performance

of the proposed face anonymiser as well. Furthermore work can also be done

by introducing face recognition aspect to our proposed solution. Blurring

only the faces that we desire is surely a very interesting aspect that would

implicate the implementation of this algorithm on some very interesting

applications.



Bibliography

[1] M.-H. Yang, D. Kriegman, and N. Ahuja, “Detecting faces in images: a

survey,” Pattern Analysis and Machine Intelligence, IEEE Transactions

on, vol. 24, no. 1, pp. 34–58, 2002.

[2] “CMU VASC Image Database.” [Online]. Avail-

able: http://www.cs.cmu.edu/afs/cs/project/vision/vasc/idb/www/

html_permanent//index.html

[3] R. Frischholz, “Bao face database at the face detection home page.”

[Online]. Available: http://www.facedetection.com

[4] G. Yang and T. S. Huang, “Human face detection in a complex back-

ground,” Pattern Recognition, vol. 27, no. 1, pp. 53–63, 1994.

[5] R. Kjeldsen and J. Kender, “Finding skin in color images,” in Auto-

matic Face and Gesture Recognition, 1996., Proceedings of the Second

International Conference on, 1996, pp. 312–317.

[6] Y. Dai and Y. Nakano, “Face-texture model based on sgld and its

application in face detection in a color scene.” Pattern Recognition, no. 6,

pp. 1007–1017.

[7] P. Viola and M. Jones, “Robust real-time object detection,” in Interna-

tional Journal of Computer Vision, 2001.

30

http://www.cs.cmu.edu/afs/cs/project/vision/vasc/idb/www/html_permanent//index.html
http://www.cs.cmu.edu/afs/cs/project/vision/vasc/idb/www/html_permanent//index.html
http://www.facedetection.com


Bibliography 31

[8] I. Craw, D. Tock, and A. Bennett, “Finding face features,” in

Proceedings of the Second European Conference on Computer Vision,

ser. ECCV ’92. London, UK, UK: Springer-Verlag, 1992, pp. 92–96.

[Online]. Available: http://dl.acm.org/citation.cfm?id=645305.648715

[9] A. Lanitis, C. J. Taylor, and T. F. Cootes, “Automatic face identifica-

tion system using flexible appearance models,” IMAGE AND VISION

COMPUTING, pp. 97–12, 1995.

[10] H. Rowley, S. Baluja, and T. Kanade, “Neural network-based face detec-

tion,” Pattern Analysis and Machine Intelligence, IEEE Transactions

on, vol. 20, no. 1, pp. 23–38, 1998.

[11] C. A. Waring and X. Liu, “Face detection using spectral histograms

and svms,” IEEE Trans Systems, Man, and Cybernetics-Part B: C

Cybernetics. 2005, vol. 35, pp. 467–476, 2005.

[12] T. Kanade, “Picture processing system by computer complex and recogni-

tion of human faces,” in doctoral dissertation, Kyoto University, Novem-

ber 1973.

[13] K.-K. Sung and T. Poggio, “Example-based learning for view-based

human face detection,” Pattern Analysis and Machine Intelligence,

IEEE Transactions on, vol. 20, no. 1, pp. 39–51, 1998.

[14] H. Schneiderman and T. Kanade, “Probabilistic modeling of local ap-

pearance and spatial relationships for object recognition,” in Computer

Vision and Pattern Recognition, 1998. Proceedings. 1998 IEEE Computer

Society Conference on, 1998, pp. 45–51.

[15] M.-H. Yang, D. Roth, and N. Ahuja, “A snow-based face detector,” in

Advances in Neural Information Processing Systems 12. MIT Press,

2000, pp. 855–861.

http://dl.acm.org/citation.cfm?id=645305.648715


Bibliography 32

[16] B. Vidakovic, Statistical Modeling by Wavelets, ser. Wiley Series

in Probability and Statistics. Wiley, 2009. [Online]. Available:

http://books.google.it/books?id=nnYmYd4MKK8C

[17] Y. Freund and R. E. Schapire, “A decision-theoretic generalization of

on-line learning and an application to boosting,” J. Comput. Syst.

Sci., vol. 55, no. 1, pp. 119–139, Aug. 1997. [Online]. Available:

http://dx.doi.org/10.1006/jcss.1997.1504

[18] G. Bradski, “The OpenCV Library,” Dr. Dobb’s Journal of Software

Tools, 2000.

http://books.google.it/books?id=nnYmYd4MKK8C
http://dx.doi.org/10.1006/jcss.1997.1504

	Introduction
	1 Viola-Jones Face Detection
	1.1 A bit of history
	1.2 Viola Jones algorithm
	1.2.1 Haar-Like Features
	1.2.2 Integral Image
	1.2.3 Feature Selection
	1.2.4 Attentional Cascade


	2 Proposed Solution and Tests
	2.1 Implementation
	2.2 Testing
	2.2.1 First test
	2.2.2 Second test on a larger database


	3 Face Anonymisation
	3.1 Face anonymisation in images
	3.1.1 Using default functions
	3.1.2 Proposed blurring function

	3.2 Face anonymisation in videos
	3.3 Multi face detection
	3.4 Other effects on detected faces

	Conclusion
	Future developments

	Bibliography

